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Learning Outcomes

e Instance Segmentation
e Understand Mask R-CNN architecture
e Implement Mask R-CNN in PyTorch




Computer Vision Tasks: Instance Segmentation Cir-

Instance
Segmentation

GRASS, CAT, TREE, DOG, DOG, CAT DOG, DOG, CAT
S 2N /
Y Y
No objects, just pixels Multiple Objects
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Computer Vision Tasks: Instance Segmentation (?}\T~

Instance Segmentation:
Detect all objects in the
image, and identify the
pixels that belong to each
object (Only things!)

Approach: Perform
object detection, then
predict a segmentation
mask for each object!




Instance Segmentation

e Instance segmentation is a computer vision task that involves identifying and
delineating individual objects within an image while assigning a unique label to
each pixel.

e Techniques employed in instance segmentation:

o Single-shot instance segmentation - YOLACT (You Only Look At Coefficients)

o Transformer-based methods: capturing long-range dependencies in data -
DETR (DEtection TRansformer)

o Detection-based instance segmentation - Mask R-CNN



https://openaccess.thecvf.com/content_ICCV_2019/papers/Bolya_YOLACT_Real-Time_Instance_Segmentation_ICCV_2019_paper.pdf
https://paperswithcode.com/method/detr
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Object Detection:
Faster R-CNN

Classification Bounding-box
lges regression loss Rol pooling
| ‘propo:sals |
Object

Detection Region Proposal Ne

twork I3

g ) CNN
DOG, DOG, CAT L, Ll

Ren et al, “Faster R-CNN: Towards Real-Time Object Detection with Region Proposal Networks”, NeurlPS 2015
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Instance Segmentation: . soundingbpx | [ Mask
Mask R-CNN BN, s [FRdician] |

/
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Region Proposal Network 25 |
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He et al, “Mask R-CNN”, ICCV 2017

https://arxiv.org/pdf/1703.06870.pdf 7



https://arxiv.org/pdf/1703.06870.pdf

Mask R-CNN Architecture Cir-

e Mask R-CNN is an extension of the Faster R-CNN.

e It builds on its predecessor by adding a branch for predicting segmentation masks on
detected objects, operating in parallel with the existing branch for bounding box
recognition.

e This dual functionality allows Mask R-CNN to detect objects and precisely segregate
them within the image, making it invaluable for tasks requiring detailed object
understanding.

e The Mask R-CNN framework has revolutionized the field of computer vision, offering

improved accuracy and efficiency in tasks like instance segmentation.




Mask R-CNN Architecture

gﬂ

Mask R-CNN core component:

1.

2
3.
4

Backbone (e.g., ResNet + FPN): Extracts features from the input image.
Region Proposal Network (RPN): Proposes object candidates (Regions of Interest).
Rol Align: Fixes the problem of quantization (Rol Pool used in Faster R-CNN).
Three branches:

o Classification branch: What is the object?

o Bounding box regression: Where is the object?

o Mask branch: Predicts a binary mask for the object.




Q_y/

Mask R-CNN

Backbone Heads
Feature Maps
(ResNet + FPN) Detection Head

: (Class + BIOX Regression
“ L Resnet L g )

Region
Proposal
Network

RolAlign

Feature Pyramid (RPN) Mask Head
Input Image Network (FPN) Proposed Regions (Segmentation)
v
Proposed Regions Obj+ect Instjnce
Detections Masks

source



https://medium.com/@deepvisionkararhaider/the-brain-behind-object-segmentation-a-complete-guide-to-mask-r-cnn-77f5016140d8

Mask R-CNN Cit-

|
ResNet 502 101, Fully Convolution Nets I
FPN | I
| |
I Mask I
|
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Core components of Mask R-CNN Cir-

e Backbone Network: The backbone network in Mask R-CNN is typically a pre-trained convolutional neural
network, such as ResNet or ResNeXt. This backbone processes the input image and extracts high-level features.

e Feature Pyramid Network: An FPN is then added on top of this backbone network to enhance the model's
ability to detect objects of different sizes across the image.

e Region Proposal Network (RPN): The RPN generates potential object regions (proposals) within the feature
map.

e Rol Align: Rol Align layer which fixes the misalignment issue caused by the Rol Pooling process used in
previous models. It does this by preserving the exact spatial locations of the features, leading to more accurate
mask predictions.

e Classification and Bounding Box Regression: to classify the object and refine its bounding box. It uses a fully
connected network to output a class label and bounding box coordinates.

e Mask Prediction: In addition to the classification and bounding box outputs, there's a parallel branch for mask
prediction. This branch is a small Fully Convolutional Network (FCN) that outputs a binary mask for each Rol.

12




Backbone Network (Feature Extraction) Cir-

e Mask R-CNN uses a deep convolutional network such as ResNet-50 or ResNet-101 as its

backbone.

e The backbone extracts feature maps, detailed numerical representations of the input
image.

e To enhance these features across different scales, it usually combines the backbone with
a Feature Pyramid Network (FPN).

e FPN merges low-level (fine) and high-level (semantic) features, helping the model detect

both small and large objects.

Input: Original image

Output: Multi-scale feature maps
13
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Feature Pyramid Network

e FPN is modular architectural extension that is
added on top of a backbone model that

reorganizes and enhances those features to

make them multi-scale and more useful for
. : L v 4 X
detection/segmentation tasks. 7 predict
e Feature Fusion: FPN creates connections LY_/ P predict
between different levels of the backbone network 1 / predict

to create a top-down pathway.

e This top-down pathway combines high-level
semantic information with lower-level feature
maps, allowing the model to reuse features at

different scales. https:/tinyurl.com/36yc7vu5

14



https://tinyurl.com/36yc7vu5

Feature Pyramid Network

1) ResNet processes the image and produces
several layers of feature maps: Bottom-Up

Pathway:
e (C2: early features (high resolution, low
semantics)

e C3: mid-level features

e (C4: deeper features

e (Cb5: deepest features (low resolution, high
semantics)

3) After merging, each feature map is passed
through a 3%3 convolution to:
o  Clean up artifacts from upsampling
o  Further refine the features
e Each of these feature maps (P2,P3..) is
rich and semantically strong, and used
by the Region Proposal Network

ResNet

convi
stride 2

bottom-up top-down
convs (C5)_§ 1 4
stride 32 | : 1K
0.15x
°°{’Y: (fg) L
stride : . |
o.fx M4
i |conv3(C3)__: 1x§1 R S
i | stride8 . |
0.5x M3
conv2 (C2) i 2x
stride 4 —ix—>t
0.5x M2
l )

2) Top-Down Pathway:

e Build a top-down pyramid by upsampling
higher-level features (starting from C5)
and adding them to lateral connections from
earlier ResNet layers.

e |ateral connections- merge high-level semantic
features from deeper layers with fine-grained
spatial features from shallower layers to create
multi-scale feature maps.

......................................

................... 5 boundary !
: box :

predictor head

4) Once FPN generates the multi-scale feature
maps (P2-P5), these are fed into RPN for for
detecting object proposals and the Rol heads for
final object classification and segmentation.




Q_y/

Region Proposal Network (RPN)

e The RPN scans the feature maps to propose candidate regions

that may contain objects. Wy e
pre-defined, multiple
] . scales & ratios)
o Slides small filters over the feature map. } ]
o Generates multiple anchors (predefined boxes) at each Q 2N f,| '
| e
position. IR e = A - ' b\
o Predicts whether each anchor contains an object or AR a o
7 ' 3 Pc?sitive_Anchors
baCkground. ™ (high objec-ness score)
2
o Refines the coordinates of these boxes. A

e Then, NMS removes overlapping or duplicate boxes, keeping

el

only the best proposals (usually 200-300).

e Input: Feature maps from backbone RPN (pinss: + boox

regression) Region Proposals
(refined locations)

e Output: Candidate object regions (Rols)




ROI Align Layer

Q_y/

e In Faster R-CNN, Rol Pooling was used to crop Rols from feature maps and resize them into fixed

sizes.

e Rol Pooling caused misalignments due to rounding coordinates.

e Rol Pooling is replaced by Rol Align in Mask R-CNN to ensure better precision in spatial alignment,

especially for pixel-wise tasks like segmentation.

e Mask R-CNN solves this with RolAlign,
which uses bilinear interpolation to align

features accurately without losing spatial
precision.
e This ensures that object boundaries and

mask edges are perfectly aligned.

Input Image
(640,480,3)

640

RPN Input: Region proposals + feature maps
s Output: Aligned feature maps for each Rol

\

)

ResNet Feature Map

U .

)
|

Output Mask
I/

—_

480




Rol Pooling

RolAlign

- -y

: Sample
' Points
N

1

|

25 | 23

[ 1

Biliniar k 45 | 24
Interpolation

50 | 51

Perfectly Alighed
Features

Uses Interpolation for Precise Alignmen>

N

Cir-




ROI Pooling

e The main difference between Rol Pooling and Rol Align is quantization. Rol Align is not using

quantization for data pooling.

16

(9.25,6) |

(6.25)
200/32

1
(=]

(4.53)
145/32

am

91

Rol Pooling losses in quantization (dark
and light blue), data gain (green)

Every time it does that, part of the

information about the object is missing.

That lowers the precision of the whole
model and a lot of really smart people
thought about it.

Q_y)
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Rol Pooling Cir-

This results in information loss since certain parts of the region have more

e One of the drawbacks of Rol weight than others.

Pooling is that we are likely to
Input

lose certain information when we 04 032 001 042 068 067 001 0.07
D. 0.18 0.01 042 046 0.19

"0l oo 01l oss

0.31 0.41 0.56 0.39

0.13

0.2 0.17

0.01 0.07

are performing the Rol pooling

operation.

e Here, the region proposal is 5 x 7

in shape and we have to convert it

into a 2 x 2 shape.

Dividing the reglon into sections Max pooling
04 032 0.01 042 ,0.68 ﬂ.ﬁ 0.01 0.07
0.6¢ 0.01 042 046 0.19

e While converting it into a 2 x 2

shape (quantization), one part of , ‘
0 0.38

the region has less representation

compared to other parts of the

region.
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ROI Align

e We can skip quantization by

dividing original Rol into 9 equal

size boxes and applying bilinear

interpolation inside every one of

%)
them. Ty
<
(9.25, 6) - top left corner
6.25 - width
4.53 - height
Rol Box size
e Let's define boxes: source

21



https://erdem.pl/2020/02/understanding-region-of-interest-part-2-ro-i-align
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ROI Align

16
<€ >
[ -
025,0) 200/32 = 6.25— en

b =
o (o]
0

<

[l

# Rol Box size

source
22



https://erdem.pl/2020/02/understanding-region-of-interest-part-2-ro-i-align

ROI Align Cir-

e Each box size is determined by the size of the mapped Rol and the size of the pooling layer. We're using a_3x3

pooling layer so we have to divide mapped Rol (6.25x4.53) by 3.

e That gives us a box with a height of 1.51 and a width of 2.08 (rounding values). Now we can put our boxes into

mapped Rol:

.25

3x3 Rol Pooling

4.53

Rol divided into boxes

23




ROI Align- sampling p[ointss 6.25

50)

e If youlook at the first box (top

h1)

left), you can notice that it

covers_6 different grid cells.

e To extract value for the pooling

4.53

layer we have to sample some

data from it.

e To sample data we have to

create_4 sampling points inside

that box.

Sampling points distribution: They are evenly spaced within the bin.

24




i X_box, Y_box = (9.25,6)- top-left of red box o
ROI A||gn width , height of first grid = [2.08, 1.52] (_DZL

e You can calculate where each of those points should be by dividing height and width of the box by 3
e FOr eg, here, we're calculating first point (top left) coordinates like this:
o X =X_box+ (width/3) * 1 = 9.94 => 9.25+(2.08/3)*1= 9.943
(9.94, 6.p0) (10.64, 5.50)
o Y =Y_box+ (height/3) * 1 = 6.50 => 6+(1.51/3)*1= 6.503 i *
e To calculate the second point (bottom left) we have to change only the Y: P S
o X =X_box+ (width/3)*1=9.94
o Y =Y_box+ (height/3) *2 =7.01 These 4 points are not aligned with the original feature map grid
e Once we have all the points, we can apply bilinear interpolation to sample data for this box.
e Bilinear interpolation is usually used in image processing to sample colors and its equation looks like
this:

2 — Iy — T — T Yy—u T2 — T T —x
P =~ 29 ( Qu + Q21) + ( Q12 + Q22)
Y2 — Y1 \ T2 — T Iy — I Yo — Y1 \ T2 — I Ty — I

Bilinear Interpolation equation

25




N

e Bilinear interpolation is needed because your sampling points (like 9.44, 6.50) usually
don’t lie exactly on pixel locations of the feature map.

e So even after you pick 4 sample points in a bin, each of those points still falls between

grid pixels, not on them.

e Bilinear interpolation is used to estimate the feature value at those fractional locations
by smoothly combining the 4 nearest pixel values.

e it converts_“points between pixels” into valid feature values without snapping or losing

spatial precision.

26




| ! | | | | |
P i as (To5o05 01 Tos —5e%2) + 73=e% (o5 o Tos—55"") | P~ 25=as (i mos °2* e fo‘?f"»ls)+$:§:2:Z‘(i‘i’_i”u‘.“5!‘“~ | me) | = |(‘ J?;féiiji“L% - l‘?‘é‘(‘&iﬁ%i‘ ?;321:212“47)_
6.25 6.25 6.25
a&uﬁmﬁm a o0 ok 0.6 08 0.1 s (,,,_9,25.,7-“'< 3 0.4 0.5 0.6 0.8 ”6“’“‘* ?Wz.m 3 0.4 05 0.6 0.8
Ln. <t 0.9 0.8 .7 0.3 0.5 0.2 0.5 <t 0.9 0.8 17 0.3 0.5 0.2 0.5
<t 0.9 0.8 7 0.3 0.5 0.2 0.5
0.2 0.5 15 0.7 0.1 0.1 0.8 0.2 0.5 1 0.7 0.1 0.1 0.8
0.2 0.5 il 0.7 0.1 0.1 0.8
I
[, 7:5-T7.01 115*10.64[\ 10.64 — 10.5,\. 7.01- 6.5 11.5—10.64,“ 10.64—10,5[\.2
Bilinear Interpolation for the first point, second point, third point and fourth point P~ 7ss (T s 4 e ms 3); 7255 s (s 0s 07+ g s )
01 oi- /Ls 04 | op | 06 | o8
Because the 4 sample points (inside each bin) are usually not aligned with
the integer grid of the feature map, they lie at fractional coordinates like e
. q: 0.9 0.8 .7 0.3 0.5 0.2 0.5
(9.44, 6.50) instead of exactly (9, 6) or (19, 7).
0.2 0.5 18 0.7 0.1 0.1 0.8
We use bilinear interpolation to estimate the value at that point using the 4
surrounding grid points. It computes what the value would be at that
exact fractional location 27



https://tinyurl.com/yc45u4xa

R
e Now we have all the points calculated and can apply Max Pooling on them (it could be Avg Pooling if g‘ I

you want):
6.25
0.51 o 1x1 = MAX(0.14, 0.21, 0.51, 0.43) = 0.51

1 0.7 2 0.6 0.1 0.9 0.4 3x3 ROIA“gn
on 0.51
A4
2
< 0.9 0.8 0.7 0.3 0.5 0.2 0.5

0.2 0.5 1 0.7 0.1 0.1 0.8

e e A — ., Y, First Box Pooling

28
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6.25 Cir-

3x3 RolAlign

——

RolAlign pooling process 29




16

\ 4

00/

|
(9.25,6) | 2

32

= 6.25

4.53 |

145/32

v

91

(6.25)

(925, 20032 =
<
a |
7o) N
<5
<
i

Comparing RolAlign(left) and RolPooling(right) data sources.

m green means additional data used for pooling.
m blue (both shades) means data lost when pooling.

Source
30

91



https://erdem.pl/2020/02/understanding-region-of-interest-part-2-ro-i-align

Q_y)

Mask Head- Two Parallel Output Branches

e After RolAlign, the network splits into two parallel branches:
a) Detection Branch
e Performs classification (e.g., car, person, cat)
e Performs bounding box regression (exact box coordinates)
b) Mask Branch
e Afully convolutional network (FCN) that predicts a binary mask for each object.
e Each mask is typically 28x28 pixels and corresponds to one class.

e Laterresized and placed back into the original image.

e Press enter or click to view image in full size




Mask Head- Two Parallel Output Branches Cir-

r A
Detection Head
»
L .
B Class Label
Fully Connected Layers —» B_ Classification (e.gl, "car”)
Input Features
poe di Refined
RolAlign » | Bounding Box efine ™
Py Cotineciarl Layaes Regression Bounding Box ("tbox)
Mask Head
= Predicted Q
- - " Segmentation Mask | |,
‘~ a Convolutional Layers |- |Up-samping Layer (per-pixel binarcy) .).‘
(e.gl. ConvTx4) (e.%. Deon-like)
(e.Deconv / FPN-like)

> Final Instance
Segmentation Output
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Mask Head

)}101’ Fully Convolution Nets
e The Mask Head is an additional branch in Mask R-CNN, .

responsible for generating segmentation masks for each 9

| Mask
region proposal. @
e The head uses the aligned features obtained through ROI ” head FC layers
Align to predict a binary mask for each object, delineating the FC layers Hiox TeE Coordinates
pixel-wise boundaries of the instances. FC layers |
e The Mask Head is typically composed of several Category

convolutional layers followed by upsample layers ﬂ

(deconvolution or transposed convolution layers). 3 three branches |

We are fetching the class and bounding box information from

one layer and the mask information from another layer.




Mask R-CNN - Loss Function

Q_y)

e The total loss is a combination of three components:

Total Loss = Classification Loss + Bounding Box Loss + Mask Loss

e Classification Loss: Measures if the model predicted the correct class.
e Bounding Box Loss: Measures how well the predicted box fits the object.

e Mask Loss: Measures how accurately the mask matches the object pixels.

This multi-task loss ensures that all three objectives improve together.




Mask R-CNN

Output
For each object detected, Mask R-CNN produces:
e Class Label : What the object is.

e During training, the model is jointly optimized
using a combination of classification loss,

bounding box regression loss, and mask

] e Bounding Box: Where the object is.
segmentation loss.

S entation Mask: Exact shape of the object.
e This allows the model to learn to simultaneously ° egm ! X P J

Together, they give a complete, pixel-level
detect objects, refine their bounding boxes, ° 9 yaw P pixel-iev

. ) understanding of the scene.
and produce precise segmentation masks.




Mask RCNN Cir-

Objectiveness
scores

Bounding boxes

[—

|

' ' )ResNet-SO + FPN

/

. .
----------------------------




N

Mask R-CNN in nutshell Cir-

regions

Rol FC
Align Layer

feature maps

\ Y \
. ) (" =)
Ly conv. conv. '
_ s/ \_ J

Mask 37




Faster RCNN vs Mask RCNN

RPN
L[] |

Q_y/

l Faster R-CNN

| Rol class
Pooli bbox
ooling Fully Connected Layers
" Fully Connected Layers __ jass
bbox;
Rol Mask R-CNN

00— (ﬂ/

J Fully Convolutional Layers




Mask R-CNN: Results Cir-
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Figure 4. More results of Mask R-CNN on COCO test images, using ResNet-101-FPN and running at 5 fps, with 35.7 mask AP (Table 1)
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Mask R-CNN performance

backbone AP AP50 AP75 APS AP]W APL
MNC [10] ResNet-101-C4 24.6 44.3 24.8 4.7 25.9 43.6
FCIS [26] +OHEM ResNet-101-C5-dilated | 29.2 49.5 - 7.1 31.3 50.0
FCIS+++ [26] +OHEM | ResNet-101-C5-dilated | 33.6 54.5 - - - -
Mask R-CNN ResNet-101-C4 o | 54.9 34.8 12.1 35.6 al:1
Mask R-CNN ResNet-101-FPN a9.7 58.0 37.8 15.5 38.1 524
Mask R-CNN ResNeXt-101-FPN 37.1 60.0 394 16.9 39.9 53.5

Table 1. Instance segmentation mask AP on COCO test—-dev. MNC [10] and FCIS [26] are the winners of the COCO 2015 and 2016
segmentation challenges, respectively. Without bells and whistles, Mask R-CNN outperforms the more complex FCIS+++, which includes
multi-scale train/test, horizontal flip test, and OHEM [38]. All entries are single-model results.

e AP_S: Average precision for small objects.

e AP_M: Average precision for medium objects.

e AP_L: Average precision for large objects

e  APS50: Average Precision calculated at an loU threshold of 0.50. It is a standard benchmark that evaluates
the model's performance when the predicted bounding boxes or masks must have an overlap of at least

50% with the ground truth bounding boxes or masks. »
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Mask R-CNN performance Cir-

0 —~
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! person 2 | d
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Figure 6. FCIS+++ [26] (top) vs. Mask R-CNN (bottom, ResNet-101-FPN). FCIS exhibits systematic artifacts on overlapping objects.




Mask R-CNN: Limitations Cir

e Computational Complexity: Training and inference can be computationally intensive,
requiring substantial resources, especially for high-resolution images or large datasets.

e Small and overlapping Object Segmentation. Mask R-CNN may struggle to
accurately segment very small objects due to limited pixel information.

e Data Requirements: Training Mask R-CNN effectively requires a large amount of
annotated data, which can be time-consuming and expensive to acquire.

e Limited Generalization to Unseen Categories: The model's ability to generalize to

unseen object categories is limited, especially when data is scarce.




Beyond Instance Segmentation: Panoptic Segmentation Q?T

Label all pixels in
the image (both
things and stuff)

For “thing”
categories also
separate into
instances

Kirillov et al, “Panoptic Segmentation”, CVPR 2019
Kirillov et al, “Panoptic Feature Pyramid Networks”, CVPR 2019

44



https://encord.com/blog/panoptic-segmentation-guide/#:~:text=Unified%20Approach%3A%20Panoptic%20segmentation%20is,%2C%20singular%20label%2C%20eliminating%20ambiguities.

Panoptic Segmentation

(a) Image

(a) image

(c) Instance Segmentation (d) Panoptic Segmentation

source

(c) instance segmentation (d) panoptic segmentation



https://arxiv.org/pdf/1801.00868
https://encord.com/blog/panoptic-segmentation-guide/#:~:text=While%20semantic%20segmentation%20classifies%20each,instance%20ID%20to%20distinguishable%20objects.

Beyond Instance Segmentation: Panoptic Segmentation

Kirillov et al, “Panoptic Feature Pyramid Networks”, CVPR 2019
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Traditional Panoptic Segmentation

Viso.qi FCN Architecture Semantic Segmentation Head
/ E: W FE) owa "‘/ETI/
> W i
AT

i
I

)

Panoptic
Segmentation

Input Image

Mask R-CNN Architecture "
Instance Segmentation Head



https://viso.ai/deep-learning/panoptic-segmentation/

Beyond Instance Segmentation: Human Keypoints Q:?T

Represent the pose of a human
by locating a set of keypoints

e.g. 17 keypoints:

- Nose

- Left / Right eye

- Left / Right ear

- Left / Right shoulder
- Left / Right elbow

- Left / Right wrist

- Left / Right hip

- Left / Right knee

- Left / Right ankle

Kevpoint detection paper



https://arxiv.org/pdf/2306.11529

Mask R-CNN: Keypoint Estimation Cir-

Mask R-CNN: ficat Bounding-bo» Mask
Keypoint Estimation o, W=, | HIE LT

aanEaE) Keypoint
n Bounding-box .
proposals/ /
Region Proposal Network » -
Keypoint
estimation feature map

CNN
4 /

He et al, “Mask R-CNN”, ICCV 2017
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Figure 7. Keypoint detection results on COCO test using Mask R-CNN (ResNet-50-FPN), with person segmentation masks predicted
from the same model. This model has a keypoint AP of 63.1 and runs at 5 fps.




Animate a 3D avatar with your own body movements
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http://www.youtube.com/watch?v=PxOQFlTwadE

Joint Instance Segmentation and Pose Estimation

General Idea: Add Per-

Region “Heads” to

Faster / Mask R-CNN!

1ssification
l0Ss

B

Ie

Inding-box

gres 0

inding-bo» Mask
i Prediction
: Keypoint
nloss Rd pooling prediction

Per-Region Heads:

i proposeV

Each receives the features after
Rol Pool / Rol Align, makes

Region Proposal Ne
Keypoint
estimation

Instance
Segmentation

Object
Detection

feature map

O

DOG, DOG, CAT

He et al, “Mask R-CNN”, ICCV 2017

DOG, DOG, CAT

/

twork °

y 4

some prediction per—reEion




Dense Captioning

Dense Captioning:
Predict a caption
per region!

Johnson, Karpathy, and Fei-Fei, “DenseCap: Fully Convolutional
Localization Networks for Dense Captioning”, CVPR 2016

B proposals,/

Q_y)

Caption

= prediction
% (LSTM)

pooling

Bounding-box

regre

Per-Region Heads:

Each receives the features after
Rol Pool / Rol Align, makes
some prediction per-region

\‘

Region Proposal Ne

twork
feature map ”

CNN




Dense Captioning

people are in the background

light on the wall  sign on the wall

man wearing a white shirt

man with
black hair
man sitting
on a table white laptop
on a table
man wearing man sitting
blue jeans on a table
woman
wearing a
blue jeans on fuacnls alites

the ground

chair is brown

man sitting on a bench
floor is brown

man wearing black shirt

k;- ) y

man wearing a black shirt
red shirt on a man jelephant is standing

large green elephant is brown
trees
roof of a
building

Johnson, Karpathy, and Fei-Fei, “DenseCap: Fully Convolutional Localization Networks for Dense Captioning”, CVPR 2016

elephant green trees
in the
background

rocks on

the ground @

; leg of an
bal! s elephant
white A\

ground is leg of an
visible elephant
disb ‘ shadow on
[ —— elephant is standing the ground
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